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Motivation

The book what I wrote…
• Principia Intellegentia:  The principles governing human and 

machine intelligence (Allied Publishers 2009)
• Sets out the design of ‘IDEAL’, a novel high-level description of 

how humans learn, which is also applicable to machines
• Largely grounded in arguments from the philosophy of science 

and other social sciences, but not artificial intelligence (AI)
• But clearly in AI terminology IDEAL is a ‘cognitive architecture’

So…
 

how does IDEAL compare with the state-of-the-art in 
cognitive architectures?

• For that matter, what is the ‘state-of-the-art’?



Definition of ‘cognitive architecture’

A cognitive architecture
 

is a blueprint
 

for intelligent agents.  
It proposes (artificial) computational processes

 
that act like 

certain cognitive systems, most often, like a person, or acts 
intelligent under some definition.  Cognitive architectures 
form a subset of general agent architectures.  The term 
‘architecture’

 
implies an approach that attempts to model 

not only behaviour, but also structural properties
 

of the 
modelled system.  These need not be physical properties:  
they can be properties of virtual machines implemented in 
physical machines (e.g. brains or computers).

Wikipedia 19 May 2009 (my highlights)



Evaluation criteria

Fourteen cognitive architectures have been reviewed by 
Vernon, Metta and Sandini (VMS)

• Vernon, D., Metta, G., and Sandini, G.  (2007).  A survey of 
artificial cognitive systems:  Implications for the autonomous 
development of mental capabilities in computational agents.  
IEEE Transactions on Evolutionary Computation, vol. 11, no. 2, 
pp. 151-180.

• Each of the architectures is given a rating for ‘Embodiment’, 
‘Perception’, ‘Action’, ‘Anticipation’, ‘Adaptation’, ‘Motivation’, 
and ‘Autonomy’

• These are functional/behavioural criteria
• A review based on ‘structural’

 
criteria would also be of interest



Evaluation criteria



Evaluation criteria

• Are the system modules well-defined, that is, have they 
been assigned distinct processing tasks?

• Are the connections between the system modules 
balanced, that is, are the connections appropriate, given 
the specific data and control requirements of the modules 
that they connect?

• Does the system have a double loop
 

allowing the 
simulation of higher-level processing?

• Has the architecture been demonstrated in a relevant 
practical application?

• Have the system modules been mapped
 

to the main 
regions of the human brain?



Review

Approach
• Extend VMS’s review of cognitive architectures by reassessing 

the designs against the five new ‘structural’
 

criteria
• Do this by directly inspecting the flowcharts defining the 

architectures (where a ‘flowchart’
 

is loosely defined as a 
diagram depicting a flow of data and/or control)

• Then cross-compare the architectures in a VMS-style summary 
table (i.e. the ‘balanced scorecard’

 
approach)



Review (1/14):  SOAR  (Laird, Newell and Rosenbloom 1987)



Review (2/14):  EPIC  (Kieras and Meyer 1997)



Review (3/14):  ACT-R  (Anderson et al 2004)



Review (4/14):  ICARUS  (Langley 2005)

No flowchart available



Review (5/14):  ADAPT  (Benjamin, Lyons and Lonsdale 2004)

No flowchart available



Review (6/14):  AAR  (Brooks 1986)



Review (7/14):  Global Workspace  (Shanahan 2006)



Review (7/14):  Global Workspace  (Shanahan 2006)



Review (8/14):  I-C SDAL  (Christensen and Hooker 2000b)

No flowchart available



Review (9/14):  SASE  (Weng 2002)



Review (10/14):  Darwin VII  (Krichmar and Edelman 2005)



Review (11/14):  Humanoid  (Burghart et al 2005)



Review (12/14):  Cerebus (Horswill et al 2000)

No flowchart available



Review (13/14):  Cog Theory of Mind  (Scassellati 2001 )



Review (14/14):  Kismet  (Breazeal 2003)



Summary and cross-comparison



Summary and cross-comparison

This table identifies four different design categories:
• Architectures that have a double loop for the simulation of higher-level 

cognitive processes:  SOAR, ACT-R, SASE.  Mean score 3⅔.
• Architectures that have a double loop for the simulation of behavioural 

processes:  GW, Cog ToM, Kismet.  Mean score 3⅔.
• ‘Reactive’

 

architectures that do not have a double loop:  AAR, Darwin VII,
 Humanoid.  Mean score 3.0.

• Designs that are not demonstrated cognitive architectures:  EPIC, ICARUS, 
ADAPT, I-C SDAL, Cerebus.  Mean score 0.7.

The architectures can also be ranked by their individual scores:
• Total score 4:  SOAR, ACT-R, GW.
• Total score 3½:  Cog ToM, Kismet.
• Total score 3:  AAR, SASE, Darwin VII, Humanoid.
• Total score 1 or less:  EPIC, ICARUS, ADAPT, I-C SDAL, Cerebus.



Summary and cross-comparison

By these structural criteria there are three clear ‘winners’
• SOAR, ACT-R and Global Workspace
• But few of the architectures map their modules to regions of the

 human brain, a finding that confirms the criticism of Uttal (2001) 
that “Orderly taxonomies are rare;  universal or even broad-

 ranging theories are nearly non-existent.  Indeed, those who 
aspire to such universality…

 
are more likely to offer programming 

or strategic approaches or descriptive simulations than 
explanatory ‘theories’

 
of psychological processes.”

• Cf. IDEAL, which has been mapped to the human brain by 
working-up through the brain structures of fish, reptiles, birds 
and mammals (although IDEAL has yet to be implemented in a 
relevant application, unlike most of the established designs)



Summary and cross-comparison



Conclusions

• By analysing their flowchart designs, it is possible to reassess
 cognitive architectures against structural criteria

• This new approach complements the valuable benchmark review 
of Vernon, Metta

 
and Sandini, giving additional and deeper insight

• Specifically, the architectures judged by these new criteria to have 
the most promise are SOAR, ACT-R and Global Workspace

• But this review also concedes Uttal’s
 

criticism that “universal 
or even broad-ranging theories are nearly non-existent”

• Accordingly it is recommended that researchers look beyond the 
established state-of-the-art and give consideration to more novel 
architectures (e.g. my own IDEAL design)



Any questions?
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